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Abstract—The shift of large language models (LLMs) from
passive text generators to agentic systems marks a move toward
autonomous intelligence. Agentic Al refers to systems that reason,
plan, and execute actions in pursuit of complex goals with minimal
human intervention. This paper reviews recent research on the
architectural foundations, core functional modules, applications,
and safety challenges of autonomous LLM systems. Current work
emphasizes modular architectures in which an LLM serves as the
central reasoning engine, augmented by components for
perception, memory, planning, and tool interaction. Multi-agent
systems have emerged as a dominant trend, enabling collaborative
problem solving through structured orchestration and
communication protocols. Although these systems show significant
potential in software engineering, manufacturing, and
cybersecurity, critical barriers remain in safety, reliability, and
ethical governance. This review provides a structured overview of
the state of the art and identifies key research directions for the
coming years.

Index Terms—agentic Al, autonomous agents, large language
models, multi-agent systems, retrieval-augmented generation, tool
use, Al safety

I. INTRODUCTION

Large language models (LLMs) have significantly expanded
the capabilities of intelligent software systems, enabling them to
perform tasks that require language understanding, reasoning,
and decision support. More recently, research has focused on
integrating these models into autonomous frameworks that can
pursue objectives through sequences of decisions and actions.
These frameworks, often described as agentic systems, combine
language-based reasoning with planning, memory, and
interaction mechanisms to address complex tasks in dynamic
environments [1], [2]. Unlike conventional language-model
applications that generate responses to user prompts,
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autonomous systems operate through continuous cycles of
information gathering, goal decomposition, action selection,
and evaluation [3]. By incorporating external knowledge
sources, software tools, and memory structures, such systems
can execute multi-step workflows and adapt their behavior as
new information becomes available [4], [5].

Research in this area has accelerated with the development
of architectures that support task planning, tool utilization, and
feedback-driven refinement. Representative frameworks
demonstrate how language models can coordinate multiple
operations, maintain context over extended interactions, and
address problems requiring long-term reasoning [6]. In parallel,
multi-agent approaches have gained attention by distributing
responsibilities across specialized agents that communicate and
collaborate to accomplish shared objectives [7].

These developments have led to applications in software
engineering, manufacturing, scientific discovery, business
automation, and cybersecurity. However, several challenges
remain unresolved, including reasoning errors, unreliable
outputs, security risks, evaluation difficulties, and governance
concerns [8]. Addressing these limitations is essential for the
dependable deployment of autonomous systems in real-world
environments.

This paper presents a literature review of agentic and
autonomous LLM-based systems. It examines their architectural
foundations, core functional components, application domains,
and associated challenges. The review also highlights current
research trends and identifies opportunities for future
investigation in the development of reliable and effective
autonomous intelligent systems.

II. FOUNDATIONAL FRAMEWORKS AND ARCHITECTURES

Architectural design is central to the performance and
reliability of agentic systems. Researchers have proposed
various frameworks to organize the complex interactions
between an agent’s reasoning core and its environment.

A. Theoretical Foundations and Taxonomies

Modern agentic architectures often draw inspiration from
classical Al paradigms, such as the Belief-Desire-Intention
(BDI) model, while evolving toward utility-based and LLM-
centric designs [8], [9]. A unified taxonomy categorizes agentic
systems into six primary dimensions: perception, brain (the core
LLM), planning, action, tool use, and collaboration [10].
Another framework, the Agentic Al Systems Architecture
(AISA), provides a layered conceptual model that integrates
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cognitive design, tool execution, and governance into a single
coherent structure [11].

B. Modular and Unified Architectures

The prevailing design trend favors modularity, in which
specific functions are decoupled to allow for iterative
refinement and scalability [3], [12]. Common architectural
layers include the execution layer, which handles physical or
digital actions; the resource layer, which manages data and
external API connections; the model layer, which comprises the
underlying foundation model (an LLM or multimodal LLM);
and the agent layer, which contains the reasoning logic and
internal state management [13], as shown in Fig. 2. For
enterprise-scale deployments, researchers suggest a composable
architecture that integrates modular agents with a centralized
data fabric and event-driven backbones [14]. Furthermore,
specialized agent operating systems such as AIOS and KAOS
have been developed to manage resource
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Fig. 2. Common layered architecture of agent services, after [13].

allocation and task scheduling for multiple agents, mirroring the
function of traditional operating systems for software [15], [16].
The frameworks discussed in this section are compared in Table
L.

TABLE I
REPRESENTATIVE ARCHITECTURAL FRAMEWORKS AND TAXONOMIES

KEY CHARACTERISTICS REF.

(8], [9]

FRAMEWORK

BDI-inspired and
LLM-centric designs

Evolution from the classical BDI
model toward utility-based and
LLM-centric designs

Unified taxonomy Six dimensions: perception, brain, [10]
planning, action, tool use, and

collaboration

AISA Layered model integrating [11]
cognitive design, tool execution,
and governance
Four-layer Execution, resource, model, and [13]
architecture agent layers
Composable Modular agents with a centralized [14]
enterprise data fabric and an event-driven
architecture backbone
Core functional Profiling, memory, planning, and [12]
modules action

AIOS and KAOS Agent operating systems for
resource allocation and task

scheduling

[15], [16]
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III. CORE FUNCTIONAL COMPONENTS

The degree of autonomy exhibited by an agentic system is
largely determined by the integration of four key functional
components: profiling, memory, planning, and action [12].

A. Reasoning and Planning Mechanisms

Planning is the process by which an agent breaks down a
complex goal into executable steps. Techniques such as Chain-
of-Thought (CoT) and Tree-of-Thought (ToT) enable agents to
explore multiple reasoning paths before committing to an action
[17], [18]. Advanced planning frameworks incorporate
reflection and self-criticism, allowing agents to analyze their
own errors and refine their strategies iteratively [4], [6].
Hierarchical reinforcement learning is also employed to handle
tasks with long-term dependencies and sub-goal structures [6].

B. Memory Systems

Memory allows agents to maintain context and learn from
past experiences. The literature distinguishes two primary
forms. Short-term memory is often implemented through the
model’s prompt context window and is sometimes referred to as
a “scratchpad” for intermediate reasoning [3], [19]. Long-term
memory is facilitated by external storage solutions, such as
vector databases (e.g., ChromaDB), which support retrieval-
augmented generation and the storage of persistent agent
knowledge [20], [21]. Effective memory management is critical;
studies have shown that the way memory is structured directly
impacts an agent’s ability to follow complex experiences and
instructions [22].

C. Tool Integration and Environment Interaction

A defining feature of autonomous agents is their ability to
use external tools, such as web browsers, code interpreters, and
specialized APIs [3], [6]. Tool integration layers allow agents to
invoke functions using standard formats such as JSON schemas
or the Model Context Protocol (MCP) [14], [21]. Recent
advances even include “autonomous tool creation,” in which
agents develop their own tools to solve novel problems [23].

D. Agentic Retrieval-Augmented Generation (RAG)

Agentic RAG represents a sophisticated evolution of
traditional RAG, in which the retrieval process is not static but
is driven by an agent’s reasoning core. These systems use single-
agent routers or multi-agent hierarchies to decide when and
where to search for information, improving the precision and
relevance of retrieved data in complex workflows [24].

IV. MULTI-AGENT COORDINATION AND ORCHESTRATION

Multi-agent systems (MAS) represent a shift from single
autonomous entities to collaborative societies of agents [25],
[26]. In MAS, different agents may be assigned specific roles,
such as “moderator,” “executor,” or “critic,” to solve tasks
through collective intelligence [27], [28], as depicted in Fig. 3.
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Fig. 3. Conceptual multi-agent orchestration with role-specialized agents and
standardized communication protocols.

Key frameworks for MAS orchestration are summarized in
Table II. AutoGen orchestrates multi-agent tasks through
conversational patterns [1], [19]. LangGraph and CrewAl
support stateful transitions and role-based collaboration,
enabling structured workflows for complex task execution [5],
[27], [29]. Agent communication protocols (ACPs) provide
standardized methods for agent-to-agent (A2A) and agent-to-
network (ANP) communication, ensuring interoperability
between disparate agentic systems [14], [27].

TABLE II
MULTI-AGENT ORCHESTRATION FRAMEWORKS AND PROTOCOLS

FRAMEWORK ORCHESTRATION APPROACH REF.
AutoGen Orchestrates multi-agent tasks [1], [19]
through conversational patterns
LangGraph / CrewAl  Stateful transitions and role-based [51, [271,
collaboration for structured [29]
workflows

ACPs (A2A, ANP) Standardized agent-to-agent and
agent-to-network communication

for interoperability

[14], [27]

Research into these systems also highlights the emergence
of “sustainability behaviors” in agent societies, in which agents
must learn to share resources and cooperate to avoid system
collapse [28].

V. APPLICATIONS OF AGENTIC Al

Agentic Al is being applied across a broad spectrum of
industries, transforming traditional workflows into autonomous
processes. Table III summarizes the main application domains
discussed in the literature.

A. Software Engineering and Data Science

In software engineering, agents are used for automated code
generation, debugging, and project management [30]—[32]. Data
science agents can automate the entire lifecycle of a project,
from data cleaning to model evaluation, using modular
execution structures and unit testing [33].

B. Enterprise and Industrial Systems

For enterprises, agentic Al supports scalable and resilient
architectures by automating routine business processes and
managing large-scale data flows [14], [34]. In manufacturing,
“hybrid agentic AI” systems are being integrated into smart
factories to enhance decision-making and production flexibility
[35], [36].
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C. Specialized Domains: Healthcare, Geospatial, and Robotics

In healthcare, agentic systems in radiology assist in
diagnosis and design, although they require strict governance
owing to the critical nature of the domain [37]. In remote
sensing, agents are used for geospatial workflows, focusing on
trajectory-aware reasoning and active tool orchestration for
environmental monitoring [38]. In robotics, embodied agentic
Al integrates large visual language models (VLMs) with robot
autonomy, enabling physical agents to interact with the real
world through perception—action loops [39], [40].

TABLE III
APPLICATION DOMAINS OF AGENTIC Al

DOMAIN REPRESENTATIVE USE REF.

Software engineering  Automated code generation, [301-[32]
debugging, and project
management

Data science Project lifecycle automation, from [33]
data cleaning to model evaluation

Enterprise systems Routine business process [14], [34]
automation and large-scale data
flow management

Manufacturing Hybrid agentic Al in smart [35], [36]
factories for decision-making and
production flexibility

Healthcare Diagnosis and design assistance [37]

(radiology) under strict governance

Remote sensing Geospatial workflows with [38]
trajectory-aware reasoning and
active tool orchestration

Robotics Embodied agents combining [39], [40]

VLMs with robot autonomy
through perception—action loops

VI. EVALUATION, SAFETY, AND TRUSTWORTHINESS

As agents gain autonomy, the risks associated with their
operation increase. Evaluating these systems requires moving
beyond traditional language metrics to assess behavioral
outcomes.

A. Performance Benchmarking

Standardized benchmarks have been developed to measure
agent performance across diverse environments, as listed in
Table IV. AgentBench evaluates agents across code, gaming,
and web-based tasks [2], [13], [21]. GAIA is a benchmark for
general Al assistants that focuses on complex, multi-step tasks
[21], [41]. TheAgentCompany measures the efficiency and
capability of agents in enterprise-like environments [2].

TABLE [V
BENCHMARKS FOR EVALUATING AGENTIC SYSTEMS
BENCHMARK EVALUATION Focus REF.
AgentBench Agent performance across code, [2], [13],
gaming, and web-based tasks [21]
GAIA General Al assistants on complex, [21], [41]
multi-step tasks
TheAgentCompany  Efficiency and capability in [2]

enterprise-like environments

B. Security Threats and Defenses

Agentic systems face unique security vulnerabilities,
including prompt injection, malfunction amplification, and
adversarial exploitation [10], [42]. Defensive strategies include
the use of guardrails (e.g., GuardAgent), sandboxed emulation
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environments (e.g., ToolEmu), and restricted pure functions to
prevent malicious code execution [3], [13], [27]. Al security
layers now employ anomaly detection and adversarial
simulation to maintain system integrity [14].

C. Ethical Governance and Alignment

Ethical assurance is a major research focus, emphasizing the
need for transparency and human alignment [4], [5].
Frameworks such as AGENTSAFE aim to provide unified
ethical governance for agentic Al [43]. Human-in-the-loop
(HITL) and human-on-the-loop (HOTL) configurations remain
critical for supervised development and for ensuring that
autonomous decisions remain socially aligned [20], [44].

VII. RESEARCH GAPS AND FUTURE DIRECTIONS

Despite significant progress, several challenges remain. The
first concerns grounding and reliability: agents still struggle
with “hallucinations in action” and infinite loops when faced
with novel environment states [10], [38]. The second concerns
scalability and efficiency, as managing the resource demands of
multi-agent systems, especially those using large-scale
multimodal models, is a persistent technical gap [4], [25]. The
third concerns standardized safety: there is a lack of universal
metrics for agency and of dynamic alignment mechanisms that
can adapt to changing ethical standards [2], [45].

Future research is expected to focus on decentralized, self-
sovereign Al agents and on the development of “Agentic
Webs,” in which autonomous entities can interact and trade
services securely [46], [47].

VIII. CONCLUSION

Agentic Al and autonomous LLM systems represent a
significant development in the evolution of artificial
intelligence, extending the capabilities of language models
beyond content generation toward autonomous reasoning,
planning, and action execution. By integrating LLMs with
complementary components such as memory systems, planning
mechanisms, retrieval frameworks, and external tools,
researchers have developed architectures capable of addressing
complex and multi-step tasks across a wide range of domains.
Recent studies demonstrate the growing effectiveness of these
systems in software engineering, cybersecurity, healthcare,
scientific research, manufacturing, and enterprise decision
support.

The emergence of multi-agent frameworks has further
expanded the scope of autonomous systems by enabling
collaboration among specialized agents. Through coordinated
communication, task decomposition, and role-based execution,
these architectures have shown improvements in scalability,
adaptability, and problem-solving performance. At the same
time, advances in retrieval-augmented generation, long-term
memory management, and tool-use capabilities continue to
enhance the operational effectiveness of autonomous LLM
systems in dynamic environments

Despite these achievements, several challenges remain
unresolved. Issues related to hallucination, unreliable reasoning,
memory inconsistencies, security vulnerabilities, and evaluation
limitations continue to affect the reliability of autonomous
agents. Furthermore, increasing levels of autonomy introduce
important concerns regarding transparency, accountability,

privacy protection, bias mitigation, and regulatory compliance.
© 2026 The . Published by
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Addressing these challenges requires the development of robust
safety mechanisms, standardized benchmarking methodologies,
and comprehensive governance frameworks capable of ensuring
responsible deployment.

Future research is expected to focus on improving agent
reliability, enhancing long-term planning capabilities,
strengthening human-agent collaboration, and developing
scalable multi-agent coordination strategies. Greater emphasis
on interpretability, alignment, and risk assessment will also be
essential as autonomous systems become more integrated into
real-world applications. Ultimately, the successful advancement
of agentic Al will depend not only on improvements in model
capability but also on the establishment of trustworthy, secure,
and human-centered design principles. As the field continues to
mature, autonomous LLM systems are likely to become a
foundational technology for next-generation intelligent systems,
supporting complex decision-making processes across both
industrial and societal contexts.
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